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Abstract

In cloud computing, there is a trade-off between SLAV (Service Level Agreement Violation) and system operating cost.
Violation rates can be decreased when using more hosts, which increases system operating costs. Therefore, to
manage the resources of those hosts efficiently, finding an optimal balancing point between SLAV and system
operating cost is critical. In addition, a cost-effective load balancing approach based on the proper migration of VMs
(Virtual Machines) in the hosts is needed. For this purpose, some indicators are also necessary to identify the abnormal
hosts that violate SLA. One of the primary indicators, CPU usage, is closely related to energy consumption and can be
used to reduce SLAV and energy consumption effectively. Our approach focuses on the special environment such as
the cloud environment for the scientific data. Here, most of the jobs are data-intensive and a large amount of disk
operations is required. Owing to disk operations are likely to affect the performance degradation of the host, disk
bandwidth usage as well as CPU usage should be also considered. In this study, we propose the Min-Max Exclusive
VM Placement (MMEVMP) strategy to minimize both SLAV and energy consumption. The current working system
called KIAF (KISTI Analysis Facility), the CERN ALICE experimental cloud environment for scientific data analysis, is used
to analyze the characteristics of data-intensive jobs within it. In this experiment, a lightweight version of the CloudSim
simulator was developed and the results were compared to the other methods of different policies. Our evaluation
showed that our proposed strategy can reduce SLA violation reasonably as well as the system operating
cost-effectively.
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Introduction
In recent years, data plays a crucial role in many fields,
including industries and scientific communities. Accord-
ing to the advancement of science and technology,
tremendous amounts of data are being produced. Nowa-
days, it is possible to store and analyze huge amounts of
data due to ever-increasing computing power and cost-
effective storage capacity, which results in scientific dis-
coveries that could not be otherwise made. The amount of
data being gradually increased requires more computing
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resources. Such trends in research require a cost-effective
computing environment for data analysis, naturally lead-
ing to cloud computing environment.
A cloud service provider should manage the underly-

ing physical system, so we only care for services running
on them. To prevent the degradation of the host’s perfor-
mance, workloads for those services should be properly
distributed across the entire hosts. In particular, the exces-
sive workload on a distinct host can result in performance
degradation and violate SLA(Service Level Agreement)
that is the level of service we expect a vendor to provide.
In general, this agreement uses the metrics that identify
whether the user’s expectation is satisfactory and includes
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the remedies or penalties provided when agreement vio-
lation occurs. SLA is a critical component of any tech-
nological vendor contract [1]. Therefore, if SLAV(Service
Level Agreement Violation) occurs, the provider has to
pay penalties to clients in proportion to the rate of SLAV.
A simple way to reduce the SLAV rate is increasing the

number of the hosts for services. However, it should be
noted that there is a trade-off between SLAV rate and sys-
tem operating cost. SLAV rate could be reduced by means
of increasing the number of hosts, but energy consump-
tion is expected to be increased. Accordingly, the system
operating cost becomes higher. In this respect, finding an
optimal balancing point between SLAV rate and operating
cost is important in order to effectively manage com-
puting resources. Since VMs in cloud environment can
be migrated among the hosts. The first step of moving
VMs is to find an overloaded or underloaded host, and
the next is to choose another host on which they will be
placed. In this migration process, we need indicators to
check the host’s status and obtain reasonable decision-
making information. The indicator may vary depending
on the perspective of the host’s performance or the per-
spective of the operating overall system infrastructure.
From the perspective of the host’s performance, indica-
tor can be determined according to their impact on the
host’s performance. The effect of each resource on the
host performance depends on the cloud environment and
architecture to which the host belongs. For example, CPU
usage can be an important indicator in the environment
with a lot of computational work, and disk I/O and data
latency can be more important than other indicators in
such environments with a lot of data read/write. Also,
depending on the cloud architecture, network bandwidth
can be an important indicator in an environment that uses
storage connected by a network. From the perspective of
the system infrastructure operation, indicators that can
be helpful to reduce overall operating costs are needed.
In this case, it is necessary to understand the impact of
each computing resource on total energy consumption.
The indicators will be determined according to each level
of impact.
Previous studies [2, 3] show that there is a close cor-

relation between CPU usage and energy consumption. In
addition, since most tasks in the cloud use a lot of CPU, its
usage can be an important indicator from the perspective
of the host’s performance. For these reasons, CPU usage
is commonly considered as a main indicator and used by
many VM placement policies.
However, in a special cloud environment for scien-

tific data where most of jobs are data-intensive, CPU
usage alone is not enough to determine the status of the
host. Since the jobs for data-intensive science inevitably
incur a large amount of disk operations, they significantly
increase the disk bandwidth usage of the host. Higher

disk bandwidth usage will likely result in the performance
degradation for the host [4]. Therefore, disk bandwidth
usage as well as CPU usage should be considered carefully,
especially in cloud for data-intensive jobs.
In this study, we focused on the cloud for data-intensive

jobs and studied how to prevent host performance degra-
dation due to disk bandwidth usage. For this purpose,
we analyzed the KIAF(KISTI Analysis Facility), a CERN
ALICE experimental cloud environment used by Korean
researchers. When a job comes in KIAF cluster, it is
assigned to a VM with one core CPU which was con-
figured in advance, and the job is processed. In order
to properly distribute the workload in this environment,
a research on how to place VMs is needed. Therefore,
we studied a VM placement strategy and for this, we
extracted and analyzed the VM usage data of KIAF.
Our analysis consists of three steps as follows: Firstly,
we analyzed the resource usage of scientific jobs from
the extracted data. Secondly, we developed the Min-Max
Exclusive VM placement algorithm considering the cloud
for scientific research. Lastly, we evaluated our strategy
using a cloud simulator that is a lightweight version of
CloudSim.
The main contributions of this paper can be summa-

rized as follows:

1 Unlike previous VM placement policies, we
considered disk bandwidth usage as a critical factor
focusing on heavy scientific data processing
environment. In our experiment, we considered other
factors that may cause performance degradation.
Therefore, we believe that our experimental results
contribute to improve the overall performance of
many hosts in the cloud environment.

2 In the cloud environment for scientific research, our
proposed model can reduce SLAV rate as well as
system operating cost. It is also possible to find an
optimal balancing point between those two
indicators in other similar cloud environments.

3 We have built our placement model based on the
actual observation data. Therefore, the reference
models presented in this paper can be applied to the
cloud environments for other fields.

The rest of the paper is organized as follows: The pre-
vious studies related with VM placement are described
in the “Related works” section. “Background” section
presents fundamental knowledge that helps to under-
stand our work. “Problem statements” section describes
problems with existing techniques. Virtual machine place-
ment algorithm proposed in this paper is explained in
“Proposed methods” section. The experimental results
of our algorithm are discussed in “Experiment” section
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including overall performance. Finally, this paper ends
with the “Conclusion & future work” section.

Related works
In cloud computing, it is important to distribute work-
loads properly to computing hosts to avoid biased load
assignments. Finding such a workload balancing point
can be achieved through virtual machine migrations. This
migration consists of several steps. Firstly, it detects which
host is in an abnormal status. In this step, workloads
are usually considered as the basic factor for judgment
and used to measure the host’s resource usage. There are
two methods to manage computing resources: reactive
resource management and proactive resource manage-
ment [5].
Reactive resource management is based on monitored

workloads at a certain time, which can lead to SLA viola-
tions owing to time-lagging. The proactive resource man-
agement also uses monitored workload, but it predicts
future workloads using their monitoring data. Predicting
the future usage of the host can prevent the host from
becoming overloaded in advance. Therefore, many recent
studies [6–10] have developed host detection techniques
based on the proactive resource management.
The proactive resource management determines host’s

status based on its predicted resource usage. However,
there is a problem that it consumes a non-negligible
level of computing resources when measuring their usage.
Predicting usage precisely, in general, is a difficult task
because of the large unit of measurements across many
hosts. In order to alleviate this challenge, Chen et al. sug-
gested a way to predict the future usage of a host-based on
the sum of the future usage of the VMs, not the usage of
the host itself [11].
After an abnormal host is detected, a VM selection

policy is applied. In this step, one or more VMs are
moved to another host to mitigate the workload on the
detected host. The final step is the VM placement process
which chooses the host on which the VMs will be placed.
During this migration process, the policy of placing the
VM is required to find the appropriate host for the VMs
to be moved.
There are many previous studies about the VM place-

ment method. Fabio and Baran introduced the overall VM
placement policies [12]. They classified the purpose of
VM placement into several categories, each of which has
an approach to optimize a particular goal. Typical opti-
mization goals include minimizing energy consumption,
minimizing operating costs and maximizing resource uti-
lization.
Beloglazov et al. surveyed the cost model of the cloud

system and suggested that there is a linear relation-
ship between CPU usage and host’s energy consumption
[13, 14]. They claim that distributing loads based on CPU

usage can prevent system overload and reduce overall
energy consumption in data centers. For this reason, early
studies focused on optimizing cloud resources utilization
based on CPU usage. Hence, many VMplacement policies
have been introduced to maximize resource usage with a
greedy approach.
Hui Zhao et al. proposed the VM placement method

based on the VM performance model [15]. They claimed
that most previous studies [16–18] are focused on the
operational efficiency of data centers. In contrast to the
previous work, they emphasized boosting VM perfor-
mance which is also an important part of the user’s per-
spective. In that sense, they introduced the performance
model of the VM and the algorithm that can optimize the
host’s performance by assigning some VMs.
Many big data research and analysis have been per-

formed in the cloud environment. Jian Guo et al. sug-
gested a VM placement policy to consider disk usage
in addition to CPU usage [19]. They applied Ford
Fullkerson algorithm to VM placement policy and evalu-
ated their method using benchmark tools. When deploy-
ing VMs, they applied a scheduling policy to ensure
that disk-intensive job is not concentrated in a specific
host.
Pathan et al. also proposed a VM placement policy con-

sidering disk I/O [4]. They suggested a live migration
algorithm with a static threshold. Their policy selected an
appropriate host to which VMs are deployed based on the
corresponding disk threshold. Unlike the previous studies,
they set a threshold for the disk usage on the host so that
VMs could be placed on the host as long as it does not
exceed the disk threshold. When the disk usage exceeds
at a certain threshold, migration is performed in order
to balance workload. Their method is evaluated using the
CloudSim simulator.
The two methods above are focused on the purpose of

preventing host performance degradation. In addition to
how to place VMs to avoid host performance degradation,
VM placement methods of increasing disk utilization have
also been performed in some studies.
Shabeera et al. proposed VM and data placement

method for data-intensive application in cloud [20]. They
focused on reducing data latency when data transfer
between VMs is active. They claimed that the dis-
tance between the VM and the PM(Physical Machine)
where the data is stored affects the data latency, and
used the meta-heuristic algorithm to minimize the dis-
tance between the two. They proved that the disk uti-
lization can be effectively increased through this VM
placement.

Background
In this section, we described the background knowledge
related to our work.



Kim et al. Journal of Cloud Computing: Advances, Systems and Applications            (2021) 10:2 Page 4 of 17

CERN
CERN [21], the European Organization for Nuclear
Research, is a research organization that operates the
largest particle physics laboratory in the world. Currently,
there are four underway major large-scale experiments
such as ATLAS, ALICE, CMS, and LHCb, named after
each detector. Physicists and engineers at CERN use LHC,
the world’s largest and most complex scientific instru-
ments, to study the basic constituents of matter - fun-
damental particles. They analyze data from the LHC to
explore the basic structure of particles thatmake up every-
thing in the world. LHC experiment creates 600 million
crashes per second and generatesmassive data of 1million
GB per second. To store and analyze these data, CERN has
one of the largest data centers consisting of 230,000 cores,
15,000 servers, and over 200PB of storage.

KIAF
CERN generates 20PB of experimental data every year.
All of these data should be stored permanently and dis-
tributed to physicists around the world. To increase data
accessibility of distant researchers, CERN sends raw data
to Tier-1 data centers around the world. In case of CERN’s
ALICE experiment, KISTI(Korea Institute of Science and
Technology Information) serves as a Tier-1 data center for
Korean researchers who are involved in the ALICE exper-
iment. They also provide KIAF (KISTI Analysis Facility)
cloud computing environment for researchers. Domestic
users utilize KIAF cloud infrastructure to analyze data
created from LHC particle collisions. Figure 1 shows
the KIAF system architecture. KIAF consist of UI(User
Interface) host, network switch, NAS(Network Attached
Storage), scheduling node and 30 compute nodes each

with 72 CPUs and 400GB RAM. To increase the sta-
bility of system, network redundancy has been imple-
mented using two network switches. The compute node
to switch links are 10GigE and the links between com-
pute node and NAS are 40GigE. The raw data for analysis
are stored on NAS. Researchers can access the KIAF
UI host using SSH protocol. Once logged onto the sys-
tem, users can handle raw data in NAS through the
XRootD server and also, they can submit jobs in UI
hosts. Submitted jobs are transferred to the scheduling
node and they are distributed to the compute node fol-
lowing scheduling policy. After that, available computing
resources are allocated to each of the jobs. The number
of computing resources allocated to users are depend-
ing on the number of active users and job priorities.
When jobs have been successfully completed, the results
of the analysis will be sent back to the users who submit
the jobs.

Host detection & VM selection policy
To balance workloads of the hosts, first we have to
check their current status. After the state of a host
is detected, the next step is to select the VMs to
be moved from that host to another one. Since the
migration of the selected VM may result in per-
formance degradation, an appropriate VM selection
policy is required. There are several ways to gather
information about the host’s status and VM selection
policies. We used the previously studied Threshold(Thr)
host detection policy [14], and VM selection algorithms
Random Choice(RC) [22], Maximum Correlation(MC),
MinimalMigration Time(MMT) [23] to compare with our
policy.

Fig. 1 KIAF System Architecture
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Problem statements
As Stated in “Related works” section, most of the existing
VM placement policies were based on CPU usage. How-
ever, depending on the nature of the cloud environment,
the resources that were mainly used in the virtual machine
were different. We focused on the data-intensive cloud
environment and investigated the effect of disk usage on
host performance.
A few studies have considered disk usage and among

these studies, Jian Guo et al revealed that through their
research, VMs with high disk usage caused host’s perfor-
mance degradation [19]. Firstly, they used CPI in Open-
MPI as CPU-consuming benchmark and bonnie++ as disk
I/O benchmark in their study. Using these tools, they
placed two instances in one node and used a combina-
tion of the two benchmarks as a test set to measure the
changing run-time as the benchmark was running.
According to the experimental results, the run-time

increased when running the disk benchmark on two
instances simultaneously. Based on this, they concluded
that when disk-intensive jobs are operated in one host,
they can increase the total amount of running time by up
to 30% while CPU-intensive jobs in the host do not have
a significant impact on the running time or other VM’s
performance. From this previous study, we have found
a problem that high disk usage in the host can degrade
the performance of the VMs in the host. Hence, we first

checked the disk usage of the host to see if the identified
problem also occurs in a real cloud environment.
To extract the host data of CPU, RAM, and Disk band-

width usage from KIAF that has been actively being used
for data analysis, we used iostat, which is a computermon-
itoring tool included in sysstat package in Linux. The disk
bandwidth usage is different from the disk usage, however,
we will be referring to the disk usage in the rest of this
paper for convenience.
Figure 2 shows the host usage variation measured every

minute over 12 hours. For 12 hours, many physicists sub-
mitted jobs to KIAF to analyze huge amounts of raw data.
As shown in Fig. 2, we can see a much computing resource
being used when the analysis was in progress. The blue,
green, and red lines in the figure represent CPU usage,
RAM usage, and disk usage respectively, while the yel-
low bar represents the number of jobs. Among them, we
focused on disk usage, the red line in the figure.
We found that the CPU usage was relatively stable, but

the variation in disk usage was significantly fluctuating
for all periods of time. As noted in Fig. 2, disk usage was
increased up to almost 100% irregularly.
In this case, the quality of service may deteriorate, and

SLA violations are very likely to happen. Therefore, we
have studied how to properly distribute the disk load
as well as the CPU load to prevent host performance
degradation.

Fig. 2 Host Usage Variation over 12 hours
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Proposedmethods
Data-intensive job’s characteristic
There were only limited studies that considers disk usage
with real used cases in their policies. Moreover, resources
in literature that focuses on data intensive jobs are inad-
equate. In this paper, we considered developing a more
practical model that can be applied to the real cloud
environment for data-intensive computing. However, it
is important to note that finding a causal relationship
between increased disk usage and other factors is a com-
plex task. In order to simplify such a task without avoiding
the missing underlying concept, we changed the host-
based large-scale problem into a VM-based microscope
level problem by measuring usage at 3 s interval for 10
min.
Figure 3 shows the host usage variation measured every

3 s over 10 min but more detailed than Fig. 2. We found
that CPU usage and disk usage increased at the same time
when jobs were submitted to the host. At this time, the
changes in disk usage were greater than the changes in
CPU usage. When jobs were finished, we were able to
notice that the disk usage increased sharply. According
to resource usage measuring shown in Fig. 3, one of the
key characteristics of data-intensive jobs in KIAF is that
increase in disk usage can be identified in the beginning
and at the end of the job.

The data analysis process is as follows: A submitted job
will import data that is necessary for the job and will
record events that occur during data analysis. When all
analysis is completed, the intermediate analysis results will
be made into a single final result.
We were able to find a definite variation in resource

usage on the host according to these sequences of the anal-
ysis process. The reason for the significant increase in disk
usage at the beginning and the end of the job was the result
of increased data read and write respectively. Based on the
two graphs shown in Figs. 2 and 3, we were able to identify
the resource usage pattern of the data-intensive jobs.
If a VMwill be assigned to a host at the request of a new

analysis work, disk usage in that host will increase sharply.
For this reason, when new VMs will be assigned, they
should not be placed into a single host in order to avoid
overload problems. Therefore, VMs should be evenly or
reasonably allocated to hosts in the cloud computing farm.
For this purpose, such an important key property should
be counted as part of the VM allocations or placements.
The host performance degradation caused by an increase
in disk usage can be prevented. In addition, since we can
prevent the overloading host, it is possible to reduce the
violation rate of SLA. Based on our observation of data-
intensive job’s characteristics, we designed a new VM
placement strategy. We simulated our model using the

Fig. 3 Host Usage Variation over 10 min
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lightweight version of CloudSim and compared the results
to other VM placement policies.

Energy consumptionmodel
As described earlier in this paper, there is a trade-off
relationship between system operating costs and SLAV.
Therefore, the cost comparison is necessary before dis-
cussing the effectiveness of our work. The energy cost
needs to be calculated first because it accounts for most
of the system operating costs. There was a basic power
consumption model proposed by the previous works [24].

Phost = Pcpu + Pmem + Phdd + Pboard + Pfan (1)

Equation 1 simply represents host’s power as the sum of
the power consumption of the components that consume
power within the host. The number of components above
may vary from host to host. Therefore, overall power con-
sumption also depends on the number of components.We
can organize Eq. 1 into more specific expression as shown
in Eq. 2.

Pthost = α

m∑

i=1

(
Pcpui × Ut

cpui

)
+ β

n∑

j=1

(
Pmemj × Ut

memj

)

+ γ

o∑

k=1

(
Phddk × Ut

hddk

)
+

p∑

l=1
Pfanl + Pboard

(2)

where:

t = time
m, n, o, p = Number of each parts

Ppart = Power consumption unit of the part
Ut
part = Usage of the part at a point in a time t

α,β , γ = Impact value on host’s power consumption

Equation 2 is a power model that reflects the number
of components in the host. Pthost represents the electrical
power consumption based on host’s resource usage mea-
sured at a specific point in time t. In the symbol Ppart ,
the word part symbolizes the components of host such as
CPU, Ram, Disk usage so on. For example, Pcpui means
the power consumption unit of the i-th CPU. And Ut

cpui
represents the usage of the i-th CPU at a point in a spe-
cific time t. In the same way, the usage and the power unit
of other components are also described in Eq. 2. For each
component, the amount of power consumption used at
that time was calculated and added together. At this time,
the CPU, disk andmemory usage have a great influence on
power consumption. However, each computing resource
has a different impact on the total power consumption
of the host. Therefore, the magnitude of the impact of
each resource on power consumption is described as α,β
and γ values. These values are close to 1 if it significantly
affects the overall power consumption of the host. On the

contrary, when these values approach zero, it means that
they have less impact on total power consumption. The
total power consumption can be calculated by multiplying
these values to the power consumption of each resource.
In addition to the power consumption model above,

the power consumption should be additionally taken into
account when the host reboots to calculate the total
energy cost. The hosts with no jobs could be turned off
in order to reduce power consumption while it should be
powered on if none of the current hosts are in operation
that is suitable to accept a VM. When the host reboots,
it consumes more power than in the idle state. Therefore,
the power consumption for the rebooting host needs to be
measured differently from the one with the idle state.
Figure 4 shows the power utilization variation when the

host reboots. As shown in the figure above, the power uti-
lization increases irregularly until the host is in an idle
state which is ready to receive jobs. We need to check the
amount of energy consumed during the reboot, by defi-
nition the energy can be represented as an integration of
power over time. Therefore, with the graph in Fig. 4, we
can calculate the approximate amount of energy when the
host reboots. The calculated result shows that the host
consumes an average of 1.15 times more energy when it
reboots. Therefore, the energy consumption for reboot-
ing of the host is expressed as 1.15 times of the energy
consumption for the host on the idle state as E reboot

host =
1.15 × E idle

host . Based on this, the total energy cost spent on
operating the system can be calculated as shown in Eq. 3:

Ctotal = Cenergy ×
host∑

i=0

(∫ OT

t=0
Pthosti dt

+E reboot
hosti × N reboot

hosti

)
(3)

where:

Cenergy = Energy cost
N reboot

hosti = Number of the hosti reboots
Ereboothosti = Energy consumption when the hosti reboots

In Eq. 3, the operating time is expressed in OT and t
means time. Ctotal, Cenergy and N reboot

hosti refer to the total
system operating cost, energy cost and number of host
reboots respectively. Using the power consumptionmodel
obtained in Eq. 3 above, the energy consumption used by
the host can be obtained by integrating the power con-
sumption used every seconds. The amount of energy con-
sumed by the operation can be obtained by summing up
all the energy consumption of the active host. In addition,
in order to calculate the amount of the energy generated
by the rebooting of the host, the number of host reboots
is multiplied by E reboot

hosti . By multiplying the total amount
of energy consumption by the energy cost, we can obtain
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Fig. 4 Power Utilization Variation When the Host Reboots

the total cost of the operating system. The energy cost
model shown above allows us to compare the calculated
operating cost with the SLAV costs. This process makes
it possible to judge the effectiveness of the VM placement
policy.

MMEVMP VM placement algorithm
In this section, we will propose our VM placement
strategy calledMMEVMP(Min-Max Exclusive VM Place-
ment). The basic concept of this algorithm comes from the
characteristics of the data-intensive job that we described
in Data-intensive Job’s Characteristic.
Algorithm 1 represents the pseudo-code of the

MMEVMP algorithm. What we have found from the
previous analysis was that data-intensive jobs show a
rapid increment in disk usage early and late in the job. If
a new job is assigned to the cluster, it must be assigned
to the appropriate host. At this time, the host to which
the VM is recently assigned should be avoided if possible
because all the jobs in KIAF is handled by the host’s
VM. Furthermore, the hosts with VMs that have been
working for a long time should also be excluded from
the selection due to its high possibility of increasing the
disk usage. The host’s time value represents the amount
of time that has elapsed after the last job is assigned
to the host. Therefore, the hosts with maximum or

minimum time values were excluded from the selection
of hosts.
In Algorithm 1, the MMEVMP function receives

the newly assigned VM, allocation denied time value,
and host list as input and returns the host where
the VM will be placed. The first step is adding only
those currently active hosts of which flag value is
Not_Allocated to the temp_list. If all of the host’s
flag value is Allocated, our algorithm will try to find
the hosts with VMs less than Limitation. The vari-
able, Limitation, represents the limit on the number
of VMs that can be received simultaneously. For exam-
ple, if Limitation is 3, it means that even though
the host has recently received a VM, if the current
number of VMs does not exceed 3, it can receive
more jobs. The value of Limitation can be deter-
mined according to the specification of the host in the
cluster.
The next step is comparing the time value of the

hosts in temp_list in order to find the average value,
and adding hosts with similar with time value and
avg_time value to the available_group. At this
step, it is necessary to define the tolerance for the differ-
ence, which can be tuned according to the cloud environ-
ment. The tolerance is needed to widen the range of host
selection reasonably. In this step, hosts whose time value
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is within a predetermined tolerance range are selected
when compared to the avg_time value. For example, if
the tolerance is ±10%, hosts with a time value that is
within the difference between avg_time and ±10% are
added to the available_group. Finally, it finds the
hosts in the available_group to which the VM can
be assigned and returns it as an output. If no suitable host
is found, it will select and return one of the powered off
hosts.

FLAG =
{
1(Allocated), if Host’s time ≤ ADT
0(Not_Allocated), if Host’s time > ADT

(4)

The flag value in the host indicates that the host has
recently received a job. As defined in Eq. 4, the flag value
is determined by comparing the time value with the ADT
value, where ADT represents the allocation denied time.
When an algorithm is called, the ADT value passed in will
determine the time at which the job allocation is denied.
The host’s time value is initialized to zero when a new
job is assigned, and the flag value is also set to zero. The
larger the ADT value, the lower the host’s job assignment,
whichmaymake fewer SLAV. However, by requiring more
hosts for the operation, the operational cost of the host
increases. Therefore, the optimal ADT values should be set
by comparing the cost of SLAV with the system operating
cost.

Experiment
Experiment environment
Previous studies [4, 11, 25, 26] used CloudSim [27] sim-
ulator to evaluate their works. It supports the modeling
of virtualized environments, on-demand resource provi-
sioning, and their management. CloudSim provides CPU

usage data from planetlab, allowing users to compare
various algorithms or policies in a virtual cloud envi-
ronment. Since CloudSim is performed only based on
CPU usage, it is inappropriate to apply disk usage data.
There is a CloudSimEx simulator which is an extended
version of CloudSim [28]. CloudSimEx is designed to
take into account disk usage in the data center simula-
tion process. However, since the disk usage data used
by CloudSimEx is MIOPs and our disk usage data is
percentages, the disk usage data that we extracted from
KIAF are not compatible with CloudSimEx. Therefore, by
referring to the structure of CloudSim, we have devel-
oped a lightweight simulator that can cover our CPU and
DISK usage data in order to test the performance of our
algorithm.

Experiment workflow
Figure 5 shows the flow chart of a lightweight ver-
sion of CloudSim we developed. As shown in Fig. 5,
the workflow can be roughly divided into an initial-
ization phase and a simulation phase. In the simula-
tion phase, input parameters are needed such as VM
usage data, job scheduling queue, VM selection pol-
icy and VM placement policy. When initialization phase
is executed, the system creates hosts and VMs. When
a VM is created, usage data extracted from KIAF will
be mapped to each VM and those VMs are assigned
to hosts. At this time, only one VM will be assigned
to each host, and then the status of the host will be
checked in order to transfer the under loaded host’s VM
to another host. In the host optimization phase, VMs
are concentrated on a few hosts as long as the host
usage does not exceed the upper threshold through a
greedy approach. Lastly a host without any VMs will be
shut down to reduce power consumption. This ends the

Fig. 5 Experiment Workflow Chart
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Algorithm 1 Min-Max Exclusive VM Placement
Require: New VM V, Host List H, Allocation Denied Time
ADT

Ensure: Select Host in H
Host h in H →[ flag, � Boolean type

status, � String type
VMs, � List type
time, � Integer type
CPU_usage, � Float type
Disk_usage] � Float type

procedure MMEVMP
for h in H : do

if h.status �= Shutdown and h.flag �= Allocated then
Append(temp_list, h)

else if h.flag = Allocated and len(h.VMs) ≤ Limitation
then

Append(temp_list, h)
end if

end for
if temp_list is Empty then

return rebootHost()
else

avg_time ← findMedianTime(temp_list)
for h in temp_list : do

if h.time ≈ avg_time then � Within tolerance
Append(Available_Host_list, h)

end if
end for
if Available_Host_list : then

for h in Available_Host_list do
if h.CPU_usage + V.CPU_usage ≤

upper_threshold
and h.time ≤ ADT then
setHostValue(h)
return h

end if
end for
return rebootHost() � No host is suitable in list

else
return rebootHost() � When list is empty

end if
end if
procedure end

sub procedure1 rebootHost()
host ← Shutdown_host_list.pop() � Reboot Host
setHostValue(host)
return host

sub procedure1 end

sub procedure2 setHostValue(host)
reset(host.time) � Set time value to 0
set(host.flag, Allocated) � Set flag value to 1
set(host.status, Activated)

sub procedure2 end

initialization phase, and the simulation is ready to be
started.
When the simulation starts, the simulation time value

is increased, and current host usage information can be
updated by reflecting the corresponding time value then
the simulator checks the job schedule queue. If there are
jobs in the queue, it will allocate VMs as many as the num-
ber of jobs. After the VMs are assigned, the current status
of the hosts will be checked. If any of them is underloaded
or overloaded, the host load balancing will be activated
to improve utilization or reduce overload. To alleviate
host’s status, a suitable VM will be selected according to
the given VM selection policy in the host load balancing
phase and the selected VM is moved to the designated
host according to the VM placement policy. After the host
load balancing, the simulator will check the job schedul-
ing queue. The process will be repeated until there are
no more jobs in the scheduling queue. At the end of all
jobs, the simulation results such as total energy consump-
tion, SLAV rate, etc. calculated according to the reference
model will be printed.

Experiment scenario
In the experiment, scenarios are needed to prove whether
the VM placement strategy we proposed is suitable for
various situations in cloud. Depending on cloud system,
there may be several kinds of job submission scenarios.
Since we focused on the specific-purpose cloud called
KIAF, we analyzed the patterns of job submitting in that
system.
Figure 6 shows the monthly submitted and queued

jobs in KIAF [29]. As shown in the figure above,
the KIAF system is congested in a certain time but
it is idle most of the time. The main reason why
the jobs are concentrated in a certain time period
is highly related with researcher’s schedule. The total
number of jobs are increased before the workshop
or conference schedule due to the activities of the
researchers become more active during this period. At
this time, submitted jobs cannot be processed immedi-
ately because of the limit on computing resource and
it enters the queued state. Since it is difficult to funda-
mentally solve the queued problem through scheduling
method, a method such as dynamic allocation of exter-
nal cloud resources is required. Therefore, we consid-
ered a way to increase the efficient resource utilization
of the cloud in a more general situation, and accord-
ingly, we applied a random job submission scenario to the
simulation.
A total of 1,100 data extracted from KIAF will be used

in the simulation. Each data includes CPU usage and disk
usage and has up to 400 usage data records. By random
submission scenario, 0 to 10 jobs will be assigned at each
point in time.
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Fig. 6 Submitted and Queued Jobs in KIAF

Performance evaluation indicator
Among several indicators to evaluate the algorithm’s per-
formance, the following indicators are used tomeasure the
performance of our proposed model [10, 30].

• CPU SLAV
• Disk SLAV
• Number of migrations
• Number of host reboots
• Maximum number of hosts
• Host activate time
• Energy consumption
• ESV (Energy Consumption × SLAV rate)

In order to show the effect of disk usage on the Host’s
performance, it was divided into two, the CPU and disk
SLAV. Although SLAV is generally not distinguished by
resource types like the above indicators, it was assumed
that a SLAV occurred when the usage of these two
resources on the host exceeded the threshold set by the
host detection policy. The SLAV rate was calculated as in
the following equation.

SLAV =
∑host

i=1

(∑OT
j=1 R

j
hosti mod Uthr

)

Total Host Active Time
(5)

Equation 5 is the process of finding the SLAV rate. R j
hosti

refers to the total amount of resource required by hosti at
time j. It can be calculated by the sum of VM’s resource
requests in each host. And Uthr represents the upper
threshold of the resource usage within the host. A SLAV
occurred at the time when the amount of a required
resource exceeds this threshold. In this case, SLAV is rep-
resented by one value. The average SLAV rate can be
obtained by dividing the number of SLAV over the time
when the entire host is activated.
The rest of the indicators are explained in the “Results

and discussion” section.

Experimental method
To run the cloud computing infrastructure in a load bal-
ance, methods are used to measure the host’s workload
and select an appropriate VM selection policy. The thresh-
old policy Thr which was introduced in the background
of this study was used as a host detection policy. Random
choice, maximum correlation andminimal migration time
that were referred to as Rc, Mu andMmt respectively were
used as a VM selection policy.
Three VM placement policies were used to compare

our strategy which are random choice, low CPU, and low
CPU-Disk. The random choice is a method of randomly
selecting a host to which a new VM is assigned. The low
CPU method selects the host with the lowest CPU usage
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Fig. 7 Disk SLAV(left) and Energy consumption(right)

while the VM is allocated to the available hosts. The low
CPU-Disk method opts for the host with the lowest disk
usage from a set of hosts selected by the low CPUmethod.
There is a difference in our algorithm, this algorithm does
not take into account other factors and simply selects host
with the least CPU and disk usage when the algorithm
is called. On the other hand, our algorithm considers the
characteristic of the job and selects a host that is less likely
to cause disk SLAV in the future from a set of hosts with
low CPU usage. We will evaluate the performance of our
proposed strategy based on a total of 12 combined policies
including MMEVMP presented in this paper. Each policy
was evaluated 50 times and it gave average results.
Before proceeding with the simulation, it is necessary

to set the ADT value and tolerance for the difference
described in the Algorithm 1. In order to find the optimal
ADT value, pre-simulation was conducted by increasing
the ADT value. Figure 7 showed the energy consump-
tion and disk SLAV rate. As ADT increases, the energy
consumption increases as well while the disk SLAV rate
decreases along with the ADT values. Therefore, we pon-
dered that a trade-off relationship existed between the two
indicators. In that sense, we also checked the ESV [14, 31]
value to find an optimal ADT value.
As mentioned, the disk SLAV rate decreases as ADT

increases. However, the amount of its reduction decreases
gradually. On the other hand, as the energy consump-
tion decreases, it will start an abrupt increase rapidly at
a particular point. Therefore, to comprehensively evalu-
ate the effects of the two indicators, an ESV alterations

graph will be obtained. As shown in Fig. 8, the ESV value
kept decreasing from the start of the simulation, but it
started to increase when the ADT value is 35. Since ADT
is greater than 35, the increase in energy consumption is
greater than the decrease in the disk SLAV rate. In the case
of KIAF data, the optimal ADT value was 35.
In the case of the tolerance for the difference, it was

set to ±5%, and the process of obtaining it was obtained
through pre-simulation similar to the above process. Even
in environments different from KIAF, these optimal val-
ues can be obtained for each environment through the
above process. Finally, simulation was performed to mea-
sure the performance of our proposed algorithm using
the obtained optimal ADT value and tolerance for the
difference.

Results and discussion
The test results will be discussed and presented in this
section. Figure 9 shows the CPU and Disk SLAV rate
according to the VM placement policies.
As shown in Fig. 9 above, these graphs indicated the

maximum and minimum values range of the SLAV rate.
The small square on top of each bar represents the average
value. Figure 9a showed the CPU SLAV rate was effec-
tively reduced when our proposed strategy was applied.
Moreover, the results pointed out that the gap between
the minimum and maximum values of CPU SLAV is evi-
dent that our proposed algorithm is narrow. This can
be seen that our algorithm shows high reliability com-
pared to other algorithms. In Fig. 9b, Low CPU usage
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Fig. 8 ESV Alterations According to ADT

Fig. 9 SLAV Chart CPU SLAV(Left), Disk SLAV(Right)
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algorithm shows a similar disk SLAV rate with the ran-
dom choice. On the other hand, Low CPU-Disk usage
algorithm showed a lower disk SLAV rate than Random
Selection and Low-CPU algorithm. When our algorithm
was applied, it showed a drastic reduction in the disk
SLAV rate.
Figure 10 shows a visualized graph of performance eval-

uation indicators other than SLAV for each strategy. In
Figure 10a, it showed that when our strategy was used,
the number of migrations were also reduced. The small
number of migrations is a good indicator of overall system
performance. For the reason that if the number of migra-
tions escalates, performance degradation is likely to occur
[17]. However, as shown in Fig. 10b, it is important to
note that the number of migrations diminished while the

number of host reboots increased significantly for the fact
that our algorithm requires more hosts than the others as
seen on Fig. 10d. Figure 10c showed the total host activa-
tion time was also longer than other algorithms. From the
results shown above, it was confirmed that our proposed
algorithm has not only advantages but also disadvantages.
Therefore, in order to evaluate the overall performance of
the algorithm, we compared energy consumption for each
strategy, which has the greatest effect on overall operating
cost.
Figure 11 shows the simulation results for performance

indicators other than SLAV. As a result of the increase in
the host activation time and the number of host reboots,
the energy consumption of our strategy is higher than that
of other policies. To determine whether our strategy was

Fig. 10 Performance Indicator Chart
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Fig. 11 Energy Consumption Chart. Y-axis refers power utilization per hour

efficient, we compared the energy consumption with the
key indicators of SLAV.
For this purpose, we derived an ESV graph for the

comparison of total SLAV and energy consumption. As
shown in Figure 12, it appears that our strategy has a
lower ESV than the other policies. It can be seen that
our algorithm’s SLAV reduction effect is greater than the
increase in energy consumption. Therefore, it was con-
firmed that our proposed strategy is still efficient despite
its shortcomings.
However, estimating the SLAV cost evenly is a difficult

task because the cost of violations varies according to the
level of the SLA. Energy costs may also vary depending
on the actual system operating environment. Therefore, in
each situation, the efficiency of the strategy in each situa-
tion can be judged by comparing the cost savings to energy
consumption savings in terms of the reduction of SLAV. If
there is an overall cost savings effect when using our algo-
rithm, we can say that our strategy is an effective model
rather than other existing policies.

Conclusion & future work
Cloud computing is emerging and widely adopted in
data-intensive research fields. Nowadays, the big data
analysis environment is moved to the cloud comput-
ing infrastructure. In such an infrastructure, the VM

placement policy is important in order to utilize the entire
computing resource as well as to avoid unexpected SLA
violations.
Most of the existing VM policies for selecting a host to

place into the VM only considers the CPU usage of the
host not the disk usage of each job. In this paper, we pro-
posed a VM placement strategy considering disk usage as
well as CPU usage in operating the cloud system. After
actively analyzing the characteristics of data intensive jobs
used in a real working system called KIAF, we introduced
the algorithm for placing VMs reflecting those character-
istics identified. In order to evaluate our model, we have
developed a lightweight version of CloudSim and derived
8 performance indicators.
Our proposed strategy showed a considerably lower

SLAV rate, although energy consumption is relatively
higher than the other strategies. In this case, it is more
effective if the reduced cost savings of the SLAV rate is
greater than the overall operation cost due to the increase
in energy consumption. When we checked the ESV con-
sidering the two indicators together, we found that our
strategy is more effective than other existing strategies.
Therefore, our strategy can support data-intensive anal-
ysis in the cloud to effectively use computing resources
by preventing SLA violations directly related to operating
costs.
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Fig. 12 ESV Chart

However, since our strategy was designed to focus
on a specific environment, there may be limitations
when calculating ADT values or tolerances and it may
not be suitable for all cloud environments. Neverthe-
less, the amount of data analysis job is on the rise,
and in an environment where such data-intensive job
is dominating, our proposed strategy will be sufficiently
effective.
Our future work is to compare our algorithm with other

modern algorithms. We focused on preventing host per-
formance degradation, but some of the previous studies
focused on efficiently improving disk usage. Therefore, we
will develop an extended version of the current algorithm
to increase disk usage while avoiding host performance
degradation. We will analyze the advantages of the algo-
rithm proposed in this paper compared to other latest
algorithms.
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